Zabawy z lokalnym i globalnym routingiem...

(dla zabawy, bezpieczenstwa, lepszej inzynierii ruchu i for profit tez)
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,Chciatbym miec BGP w domu’

(a mam tylko tgcze ,klienckie” i nikt BGP mi nie da)




Net::BGP, bgpsimple, feedy RIPE'a i Quagga*

= W 2010 ciezko byto dostac feed BGP ,ot tak”, wiec najlepsza opcjg dla
kogos ,bez znajomosci” byto przeksztatcenie dumpow globalnej tablicy od
RIRa/ow i wstrzykniecie ich lokalnie

Implementacje open source nie byty zbyt skalowalne czy szybkie, ale jesli zrobites wszystko
porzgdnie — dawato sie tego uzywac i wyglgdato to mniej wiecej tak:

cl941w-lab#sh ip bgp summary

= Kevin Myers zbudowat Ca{a WAWV/IXER =- -oucor idenciicr 192.168.110.10, local AS namber 65100

BGP table version is 11665410, main routing table version 11665410

automatyzu-jaca SOOk preflxéw W 344999 network entries using 46919864 bytes of memory

344999 path entries using 17939948 bytes of memory
*k 67835/64064 BGP path/bestpath attribute entries using 8411540 bytes of memory
BGP W 201 6 62048 BGP AS-PATH entries using 2683072 bytes of memory
1773 BGP community entries using 80882 bytes of memory
0 BGP route-map cache entries using 0 bytes of memory

1 HP 1 1 3970 BGP filter-list cache entries using 47640 bytes of memory
u Takle pOdeJSCIe JeSt nadal OK; a BGP using 76082946 total bytes of memory
. s 7 . s BGP activity 1643781/1298782 prefixes, 1644641/1299642 paths, scan interval 60 secs
wiekszosc rozwigzan Open Source

Neighbor v AS MsgRcvd MsgSent TblVer InQ OutQ Up/Down State/PfxRcd

dOJrza.i-a (| Jest BlRDI) 192.168.110.1 4 65000 3252410 4 11665410 0 0 00:31:04 344999

* https://lukasz.bromirski.net/post/bgp-w-labie/
** https://stubarea51.net/2016/01/21/put-500000-bgp-routes-in-your-lab-network-download-this-vm-and-become-your-own-upstream-bgp-isp-for-testing/



“Bo mnie sprowokowali”

Blazej Krajnak
BGP full feed for testing purposes
To: NANOG

3 August 2020 at 22:15 c iii'

Hello,

I'm wondering, if there is any public service I can
get full BGP feed from for testing purposes.

I admin multi-homed AS50242 with two default routes
for now (fail-over). I'm going to prepare new routing
setup with extended validation so reall full BGP feed
would be usefull. Yes, I can ask my upstream provider
for it, but I don't want to change settings in
production setup.

Thanks

Regards,
Blaze]j Krajnak

! Daniel Dib oo
, + @danieldibswe

Interesting number | heard today. It takes around 2h to
"converge" if you setup a new router in the default-free
zone. Lots of BGP updates...

1:37 PM - Sep 1, 2020 - Twitter Web App
2 Retweets 14 Likes

O 0 L a

y tukasz Bromirski @LukaszBromirski - Sep 2 000
ﬂ Replying to @danieldibswe
That number is completely bogus. | recently helped to setup new AS with
new IPv4 prefix (well, both were “recovered” from different places), and

newly announced prefix was visible and reachable from distant US,
Australian and NZ networks within ~15 minutes.

9 ) Q &y



A poniewaz wszyscy i tak siedzieli na webexach...

tukasz Bromirski o000
@LukaszBromirski

If you need full BGP feed for your lab - you can have it
right away. Just read, configure and be happy:
lukasz.bromirski.net/post/bgp-w-lab... Any
comments/feedback more than appreciated. #CCIE
#CCIESP #BGP #BGPGEEKS

bgp in the lab #2

EIJ recent thread on nanog@ list got me back to old project that i
was thinking about long time ago. and here itis - i just ...
& lukasz.bromirski.net

8:59 PM - Aug 5, 2020 - Twitter Web App

BGP in the lab - v4 & v6 live feeds from Europe
tukasz Bromirski =~ Wed, 07 Oct 2020 13:41:16 -0700

Dear NANOGers,
If you’'re looking for live, full BGP v4 & v6 feed for your lab or
a bit of testing before going live, I just shared a short post on

how to get it:

https://lukasz.bromirski.net/post/bgp-w-labie-3/

Happy BGPing,

tukasz Bromirski
CCIE R&S/SP #15929, CCDE #2012::17, PGP Key ID: O0xXFDO77F6A



Jak to wyglada w praktyce?

= Najprostsza mozliwa konfiguracja
Ja mam statyczne IP, ty mozesz miec statyczne albo dynamiczne
Identyfikujesz sie jako ASN 65001
Nie akceptuje niczego, ale Ty mozesz sobie robi¢ co chcesz ©

AS 65001 AS 57355
—_ \-1"{,3 Cose
TG S
bt S > < B~ <y
RaY v




Konfiguracja po mojej stronie

= Uzywamy funkcjonalnosci
‘dynamiczni sgsiedzi” w
|IOS-XE

= Catosc dziata w oparciu o
Cisco CSR 1000v

= Mam pare feeddw z Polski
= Nie wysytaj mi zadnych
prefiksow — i tak je

odrzuce, ale po co mamy
sobie utrudniac?

router bgp 57355

bgp router-id 192.0.2.101

bgp asnotation dot

bgp log-neighbor-changes
Definicja dynamicznych bgp listen range ::/0 peer—-group BGP-FF-V6
sgsiadow BGP bgp listen limit 100

no bgp default ipv4-unicast

neighbor BGP-FF-V6 peer-group

Definicja grupy neighbor BGP-FF-V6 remote-as 65001
sgsiadow, ktérej neighbor BGP-FF-V6 ebgp-multihop 255
uzyjemy ponizej neighbor BGP-FF-V6 version 4

neighbor BGP-FF-V6 timers 3600 7200
neighbor 2001:[#1 upstream] remote-as 57355
neighbor 2001:[#2 upstream] remote-as 57355
|

address-family ipv4

exit-address-family

|

address-family ipvé
Filtr RIB->FIB table-map TABLE-SRD filter
neighbor BGP-FF-V6 activate
neighbor BGP-FF-V6 send-community both
neighbor BGP-FF-V6 remove-private-as
neighbor BGP-FF-V6 prefix-list DENY-ALL-V6 in
neighbor 2001:[#1 upstream] activate
neighbor 2001:[#2 upstream] activate

Kazdy sasiad IPv6
otrzyma polityke
BGP-FF-V6



Obserwacje po ponad roku dziatania




Typy uzytkownikow i wartosci maksymalne

= Trzy rodzaje uzytkownikow:

“Dobrzy znajomi”: sesje po IPv4 i IPv6
utrzymujgce sie miesigcami

“Testerzy”: wpadajg, zestawiajg sesje,
resetujq jg parenascie razy i znikajg w
otchtaniach Internetu (“niefajne”)

“Powracajgcy”: zestawig cos czasem
ale zrywajg i znikajg czasem na cate
tygodnie

= Maksymalne wartosci
historyczne:

118 sgsiadow po IPv4
38 sgsiadow po IPv6

bgp-ff-atman-vé6#sh bgp ipv6 unicast summary

BGP router identifier 85.232.240.179, local AS number 57355

[ o]

Neighbor
*2001:470

*2001:67C
2001:1A68

2001:1A68

AS

65001
57355
57355

* Dynamically created based on
Dynamically created neighbors:

65001

MsgRcvd MsgSent

93 206932 118986159

1121 91539 118986139
9172901 26752 118986206
9170815 26747 118986206

a listen range command
2, Subnet ranges: 1

bgp-ff-atman-v4#sh bgp ipv4 unicast summary
BGP router identifier 85.232.240.179,

[

Neighbor v AS
46 .2 4 57355
46.2 4 57355
*78. 4 65001
*78. 4 65001
*87. 4 65001
*89. 4 65001
*99. 4 65001
*103]

65001
*178] 65001
*193]

65001
*194] 4 65001
*203] 4 65001

* Dynamically created based on
Dynamically created neighbors:

bgp-ff-atman-v4#

MsgRcvd
9571237
9564005
83609
436
1114

91

315

6087284
3836

2536
1964
150

local AS number 57355

MsgSent TblVer
26752 110892405
26742 110892405

10929705 110892275

2111019 110892283

353830 110892105
602125 110892381
1831015 110892088

11168403 110892307
8816869 110892399

11439478 110892373
8747495 110892283
835823 110892222

a listen range command
10, Subnet ranges: 1

TblVer

InQ OutQ Up/Down State/PfxRcd
0 0 2d04h 0
0 0 21:42:11 0
0 0 2w2d 43378
0 0 2w2d 43378
InQ OutQ Up/Down State/PfxRcd
0 0 2w2d 814746
0 0 2w2d 814746
0 0 8w2d 0
0 0 1lw3d 0
0 0 21:33:14 0
0 0 2d04h 0
0 0 1lwld 0
0 0 8wsd 0
0 0 6w5d 0
0 0 9wod 0
0 0 6w4d 0
0 0 3d15h 0



Pozdrowienia dla...

= Cisco MIG Lab w RTP © (Frederic Cuiller & Nicolas Feuvrier)
= Ericsson Lab in Sweden © (czemu tylko IPv4?)
= Stowarzyszenie Mitosnikow Internetu INDS, Czestochowa (yeah!)

= Wszystkich “testerow” z sieci Orange, T-Mobile i UPC (i upartego
kolege uzywajgcego karty Playa ;) )



Typowe problemy

= Nie czytam instrukcji (BGP local-as) — ASN 65179 czesto uzywany (?)
$BGP-3-NOTIFICATION: sent to neighbor *2600:1F16:[...] passive 2/2
(peer in wrong AS) 2 bytes FE9B

= “Wysle Ci to, co sam mam’

For address family: IPv6 Unicast
Session: *2001:470:[...]

[o..]
Outbound Inbound

Local Policy Denied Prefixes:  —-———————  ———————

Total: 0 91726

= Jesli masz problem, nie wiesz o co chodzi — po prostu napisz:

lukasz @ bromirski.net



Co z tym mozna zrobic?

Pomyst #1: Walidowac prefiksy z RPKI




______ROA
RPKI? 172.25.0.0/16-24

12343

= Prefiksy BGP mogg zostac ,porwane” przez rozgtoszenie doktadniejszego prefiksu
lub zabawe z AS_PATH

= SIDR pozwala wymienic¢ (tylko control plane) cache obiektéw zawierajgcych ROA -
podpisane cyfrowo prefiksy wraz z Origin AS

= (QObiekty ROA utrzymywane sg przez RIROwW i mogg zostac pobrane do Twojego
wtasnego serwera

= BGP na routerze moze wtedy porownac dwie tablice — routingu BGP oraz cache ROA
zeby oznaczy¢ kazdy z prefiksow jako znajdujgcy sie w jednym ze stanow:
VALID — obecny jako obiekt ROA i zgodny z prefiksem w tablicy BGP

INVALID — obecny jako obiekt ROA, ale prefiks BGP ma nieprawidtowg zawartosc
— nie ma obiektu ROA dla danego prefiksu BGP

= Mozesz wtedy podjgc decyzje, co chcesz zrobic z prefiksami na podstawie statusu
walidacji — np. odrzuci¢ w ogole prefiksy INVALID



“Porwane”? “w BGP"? ("tygrys? w Afryce?"*)

Wszystkie inne ASy
(czyli Internet)

www.secrets.gov - 45.1.0.5
mail.secrets.gov - 45.1.0.6
nat.secrets.gov - 45.1.0.9

66.6/16
45.1.0/24 ASE66

O ooo
l | 45.1/16
N AS451 — «—»

7 (OFIARA)
Q_@ Sesje eBGP

* https://www.youtube.com/watch?v=o0Ldk2C25714



“Ale nie z RPKI!"

Wszystkie inne ASy
(czyli Internet)

Cache RPKI

°°: Cache RPKI

©00

o|ojo
°
°

ojojo

www.secrets.gov - 45.1.0.5
mail.secrets.gov - 45.1.0.6

[e] 000 -

66.6/16 AS666 o nat.secrets.gov - 45.1.0.9
[e] 000
45.1/16
As4st «—»
(OFIARA)

Sesje eBGP



RPKI? Ale w domu?

= Po pobraniu petnej tablicy BGP mozesz przeprowadzac walidacje u siebie
na brzegu sieci — przydatne w szczegolnosci do zabaw w labie

= Pare dostepnych demonow RPKI
polecam NLNetLabs Routinator 3000*
= Walidacja i odrzucanie prefiksow INVALID ma szczegolne znaczenie dla
operatorow tranzytowych

...domowy uzytkownik i tak JAKOS pewnie bedzie chciat wystac ruch, najczesciej przez trase
domysing a zatem walidacja i tak wielkiej réznicy zwykle nie zrobi...

...chyba, ze masz wiele tgcz od wielu operatorow i tylko czes¢ podsyta Ci “porwane” prefiksy

* https://ninetlabs.nl/projects/rpki/routinator/



Jak to wyglada naprawde?

= Konfiguracja Routinator 3000 (@ULNetLabs):

/usr/local/etc/routinator $ more routinator.conf

_n n

tal-dir = "/var/routinator/tals"
refresh = 3600
retry = 600
expire = 7200
history-size = 10
This 1s an array of strings, each string a socket address of the form

rtr-listen = [”TWOJ_WEASNY IP DO KTOREGO PODLACZYSZ ROUTERY:3323"] I
log-level = "warn"

log = "default"

syslog-facility = "daemon"

tal-labels = [

["afrinic.tal", "AfriNIC RPKI Root"],
["apnic.tal", "APNIC RPKI Root"],
["arin.tal", "ARIN"],

["lacnic.tal", "LACNIC RPKI Root"],
["ripe.tal", "RIPE NCC RPKI Root"],




Elastycznos¢ wykorzystania informac;i

= Proces BGP na poziomie globalnym ma wiele rownolegtych
ustawien:

Pobierz tablice RPKI

Nie bierz pod uwage prefiksow ‘invalid’

= Dodatkowo za pomocg polityki BGP mozna sterowac atrybutami
sprawdzajgc status weryfikacji RPKI — bardziej elastyczne, ale
oczywiscie potencjalnie grozne



Zamiast walidacji — polityki routingu

= Tozsamy z "bgp bestpath origin-as use validity”:

rpute=nalicy RCR-RDKI

if validation-state is wvalid then

endl
end-policy



Jak to wyglada naprawde?

= Po skonfigurowaniu moze wygladac tak (dla IPv6):

rtr-edge#sh bgp ipv6 unicast

[«--]
RPKI validation codesl V validjj I invalid}] N Not found

Network Next Hop Metric LocPrf Weight Path
N*> 2001::/32 2001:db8::666:1 0 57355 15694 6939 i
N*> 2001:4:112::/48 2001:db8::666:1

0 57355 15694 112 i

V*> 2001:200::/32 2001:db8::666:1
0 57355 15694 1299 2500 i

V*> 2001:200:900::/40
2001:db8::666:1

:388:CF85::/48
:5A0:3902::/48
:5A0:3903::/48




Po wigczeniu wykorzystania RPKI

router bgp 65001

address-family ipv4 unicast

bgp origin-as validation enable
address-family ipv6 unicast

bgp origin-as validation enable

RP/0/RP0O/CPUO: feeder#show bgp origin-as validity
[ov.]

Origin-AS validation codes:lV valid, I invalid, N not-found, D disabled I
— MNeodrrosl Next i i

V*> 1.0.0.0/24 192.0.2.101 0 57355 15694 13335 i

V*> 1.0.4.0/22 192.0.2.101 0 57355 15694 6939 4826 38803 i

V*> 1.0.4.0/24 192.0.2.101 0 57355 15694 6939 4826 38803 i

N*> 1.0.64.0/18 192.0.2.101 0 57355 15694 1299 2497 7670 18144 i
N*> 1.0.128.0/17 192.0.2.101 0 57355 15694 6939 38040 23969 i

N*> 1.0.128.0/18 192.0.2.101 0 57355 15694 6939 38040 23969 i

I*> 1.6.172.0/24 192.0.2.101 0 57355 15694 6453 9583 i

I*> 1.6.219.0/24 192.0.2.101 0 57355 15694 6453 9583 137130 i

I*> 1.6.229.0/24 192.0.2.101 0 57355 15694 6453 4755 i




Po wigczeniu wykorzystania RPKI

router bgp 65001

address-family ipv4 unicast RP/0/RP0/CPUO: feeder#sh bgp ipv4 unicast 1.37.85.0/24
bgp origin-as validation enable BGP routing table entry for 1.37.85.0/24
address-family ipv6 unicast Versions:

Process bRIB/RIB SendTblVer

rigin- 1i ion enabl
bgp orig as validation enable Speaker 848463 848463

.. Last Modified: Sep 19 16:23:38.228 for 00:02:09
RP/0/RP0O/CPUO: feeder#show bgp origin-as Paths: (1 available, best #1)

[«..] Not advertised to any peer
Path #1: Received by speaker 0

Origin-AS validation codes:lV valid, I i Not advertised to any peer
g N ! 57355 15694 6453 4775 132199
— Modrzoxl ext 109 A 2 101 4109 0 9 101

V*> 1.0.0.0/24 192.0.2.101 Origin IGP, localpref 100, Qalid, exterﬁal, best, group-best
V*> 1.0.4.0/22 192.0.2.101 eSOt ¥ewes

V*> 1.0.4.0/24 192.0.2.101 Origin-AS validity: invalid

N*> 1.0.64.0/18 192.0.2.101

N*> 1.0.128.0/17 192.0.2.101 \. UV vlveo suvom vowos wuvav avovs o
N*> 1.0.128.0/18 192.0.2.101 0 57355 15694 6939 38040 23969 i
I*> 1.6.172.0/24 192.0.2.101 0 57355 15694 6453 9583 i

I*> 1.6.219.0/24 192.0.2.101 0 57355 15694 6453 9583 137130 i
I*> 1.6.229.0/24 192.0.2.101 0 57355 15694 6453 4755 i




Wigczymy walidacje prefiksow

RP/0/RP0O/CPUO: feeder (config)#router bgp 65001

RP/0/RP0O/CPUO: feeder (config-bgp)#ad i i ==
RP/O/RPO/CPUO:feeder(config-bgp-af)Ebgp bestpath origin-as use validity I
RP/0/RP0O/CPUO: feeder (config-bgp-af)#EXTC

RP/0/RP0O/CPUO: feeder (config-bgp)#ad i i i
RP/O/RPO/CPUO:feeder(config-bgp-af)Ebgp bestpath origin-as use validity I
RP/0/RP0O/CPUO: feeder (config-bgp-af)

RP/0/RP0/CPUO: feeder#sh bgp ipv4 unicast 1.37.85.0/24 detail
Sun Sep 19 16:32:35.330 CEST
BGP routing table entry for 1.37.85.0/24

Versions:
Process bRIB/RIB SendTblVer
Speaker 1694224 1694224

Flags: 0x00000001+0x00000000;
C ] L ¥ . I - 2 o P 1.0 1 20 no a0 ‘or 00:02:27
Paths: (1 available, no best path)

Path #1: Received by speaker 0
Flags: 0x1000000000000003, import: 0x20
Not advertised to any peer
57355 15694 6453 4775 132199
192.0.2.101 from 192.0.2.101 (192.0.2.101), if-handle 0x00000000
Origin IGP, localpref 100, valid, external

th ID 0, version 0
Origin-AS validity: invalid




Podpisz swoje prefiksy... ale tylko swoje...;

Type of Certificate Authority

You can choose between asking the RIPE NCC to host your RPKI Certificate Authority (Hosted RPKI) or running your own
Certificate Authority (Delegated RPKI).

Select “Hosted” if you would like the RIPE NCC to host your Certificate Authority, keys, ROAs, manifests etc. and publish
the information in our repository. You will only need to maintain your ROAs in our dashboard. This is the recommended
option if you are not an RPKI expert.

Select “Delegated” to run your own Certificate Authority and and to host your own keys, ROAs, manifests etc. You will need
to run additional software to proceed.

O Hosted

O Delegated

By clicking on 'l accept' below you confirm that that you have read, understood and agree to the RIPE NCC Certification
Service Terms and Conditions. c

®@ | accept. Create my Certificate Authority

Resource Certification (RPKI) for
Provider Independent End Users and
Legacy End Users

The RIPE NCC offers Resource Certification (RPKI) as a free, additional service
to holders of Provider Independent (PI) and Legacy End User resources. This
page offers an overview of the RPKI requirements, contact information and a
link to the wizard to guide you through the process.

A resource certificate can be requested and managed by the Internet number
resource holder directly or by the Sponsoring LIR, depending on who maintains the
organisation object in the RIPE Database.

You will need to meet the following requirements:

1. An “End User Assignment Agreement” (for Pl) or “Sponsoring LIR Agreement for
Legacy Internet Resources (for Legacy) has been submitted and verified by the
RIPE NCC

2. You can authenticate against one of the maintainers of the RIPE Database
organisation object to which your resource objects refer

If you do not meet all of the above requirements, the Sponsoring LIR should
contact the RIPE NCC at lir-help@ripe.net in order to resolve this.

We have created a wizard that will guide you through the process. You will need to
sign in with your RIPE NCC Access account. If you don't have a RIPE NCC Access
account, you can create one. Once you have successfully completed the wizard, you
will be able to log into the LIR Portal, request a certificate, and manage Route Origin
Authorisations.

Start the wizard to set up Resource Certification for Pl and Legacy End
User resources



Statystyki BGP RP

Kl

RPKI-ROV Analysis of Unique Prefix-Origin Pairs in RIPE (IPv4)

Valid: 46.41%

Unique P-O'
TOTAL: 236,4

Invalid: 0.48%=——

(&=

B valiid:109,717 Not-Found:125,559

NIST RPKI Monitor: RPKI-ROV Analysis Protocol: IPv4 RIR: R

RPKI-ROV History of Unique Prefix-Origin Pairs in RIPE (IPv4)
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NIST RPKI Monitor: RPKI-ROV Analysis Protocol: IPv4 RIR: RIPE
A\
Sources:

https://rpki-monitor.antd.nist.gov/ROV/20210905.00/R/All/4



Statystyki dla Polski

= https://observatory.manrs.org/#/overview

&) MANRS  Observatory

OVERVIEW HISTORY COMPARISON ABOUT P 0 I a n d
Count 2,151
Culprits 6
Incidents 7

MANRS Readiness

Filtering 99%
Anti-spoofing 91%
Coordination 100%

Global Validation IRR 99%

Global Validation RPKI  25%



Co z tym mozna zrobic?

Pomyst #2: Wzbogacic raporty




Po co BGP do statystyk?

= Peten feed BGP (IPv4 i IPv6) pozwala wypetni¢ poprawnie pola zrodtowego i
docelowego ASNa dla ruchu na Twoim routerze

= Jesliinteresuje Cie “z kim" wymieniasz najwiecej ruchu, warto skorzystac z
tego sposobu

= Wiecej tu:
https://lukasz.bromirski.net/pl/post/flexible-netflow-w-sluzbie-statystyk/

= Jesli nie masz mozliwosci kupienia kolektora NetFlow/IPFIX/etc, jest pare
dobrych, darmowych rozwigzan w sam raz “dla domu™:

https://qithub.com/manuelkasper/AS-Stats  wes

https://qithub.com/nidebr/as-stats-qui

O
2515160 - Google Tnc.,t5 - Tov4 1515269 - Googl I Us - 1046
A520040 - Ak Tntornational B.0..U5 - TPV As2tot0 - Mamai Tntornational B..45 - 1908



https://lukasz.bromirski.net/pl/post/flexible-netflow-w-sluzbie-statystyk/
https://github.com/manuelkasper/AS-Stats
https://github.com/nidebr/as-stats-gui

Co z tym mozna zrobic?

Pomyst #3: Inzynieria ruchowa




Co warto wiedziec o takim dtubaniu

= Nie bierzemy pod uwage "rozwigzan” SD-WAN

Nie bierzemy pod uwage wariacji na temat SCTP i MPTCP:

Patrzymy na swiat w warstwie 3 i 4, warstwa aplikacyjna jest dla
nas drugorzedna (odwazne zatozenie)

Tak, to tylko zabawa, ale pozyteczna i dajgca rezultaty

Pomysty mozna tgczyc¢ ;)


https://www.openmptcprouter.com/

Inzynieria ruchu wychodzgcego
Wiele dostepnych operatoréw (1/3)

= Przyktad:
AS 5617 — Orange

AS 5617 AS 8246 AS 12741

AS 8246 — T-Mobile ? ﬁ

AS 12747 - Netia

\
= Najprosciej — trzy trasy domyslne do /

kazdego z operatorow

. S = s
ip route 0.0.0.0 0.0.0.0 100.64.0.2 e J @
ip route 0.0.0.0 0.0.0.0 169.254.0.2 ostee

0.0.0.0 0.0.0.0

ip route 195.81.100.2

o O o

= Pare trikow z CEFem:

rtr-edge(config)#ip cef load-sharing algorithm include-ports ?
destination Use destination port in hash function
source Use source port in hash function



Inzynieria ruchu wychodzgcego
Wiele dostepnych operatoréw (2/3)

= Dodaj sledzenie sgsiada zeby unikng¢ problemow z osiggalnoscig trasy jesli nie

dojdzie do awarii catego interfejsu:

ip sla 101

icmp-echo 100.64.0.2 source-interface GigabitEthernet0/0/0
tag Track 101: Orange Gi0/0/0

ip sla schedule 101 life forever start-time now

ip sla 102

icmp-echo 169.254.0.2 source-interface GigabitEthernet0/0/1
tag Track 102: T-Mobile Gio/0/1

ip sla schedule 102 life forever start-time now

ip sla 103

icmp-echo 195.81.100.2 source-interface GigabitEthernet0/0/2
tag Track 103: Netia Gio/0/2

ip sla schedule 103 life forever start-time now

track 102 ip sla 102 state

track 101 ip sla 101 state
track 103 ip sla 103 state

= Dotgczenie sledzenia do tras statycznych:

ip route 0.0.0.0 0.0.0.0 100.64.0.2ftrack 101
ip route 0.0.0.0 0.0.0.0 169.254.0.% track 102
ip route 0.0.0.0 0.0.0.0 195.81.100§2 track 103

AS 5617 AS 8246 AS 12741
y\q // )
~1L5 >

Poste, '



Inzynieria ruchu wychodzgcego
Wiele dostepnych operatoréw (3/3)

= Jak pojsc dalej? Mozna nieco zautomatyzowac
dopisywanie doktadniejszych prefiksow do kazdego

Ly AS 5617 AS 8246 AS 12741
z operatoréw:
$ bgpq3 -F "ip route %n/%l 100.64.100.2\\n" as8614 @ @ ﬁ
ip route 193.231.172.0/24 100.64.100.2 sr 7
ip route 193.239.64.0/24 100.64.100.2
ip route 193.239.65.0/24 100.64.100.2
ip route 193.239.66.0/24 100.64.100.2
ip route 193.239.67.0/24 100.64.100.2
ip route 217.156.124.0/24 100.64.100.2 — >
p h"|_§°\j s
Poste e :
$ whois -h whois.radb.net -- "-K -i origin AS5617" | grep route | awk '{ print $2 }'
194.204.128.0/18
195.116.0.0/16
195.117.0.0/16
195.205.0.0/16
212.244.0.0/16
212.160.0.0/16
213.25.0.0/16
[...]

* https://github.com/snar/bgpq3



Inzynieria ruchu wychodzgcego

Mozna tez postuzy¢ sie wtasnie BGP

= "Zywa" sesja BGP, nawet zestawiona zupetnie w oderwaniu od Twoich
lokalnych operatorow, dostarcza Ci na biezgco prefiksow rozgtaszanych

przez kazdego z nich

= Prosto jest zatem kierowac ruch do prefiksow danego operatora... przez

tgcze do tego operatora
_9561 7S 8246$ 12741 $

\ // -

ZOGTEQ %M %TQA‘\-S as sJ)AST



Inzynieria ruchu wychodzgcego

Mozna tez postuzy¢ sie wtasnie BGP

= QOczywiscie pomyst mozna rozszerzy¢ — dlaczego tylko prefiksy nalezgce
do operatora upstreamowego, skoro mozna np. rozszerzyc je o0 jego
sgsiadow... albo sgsiadow jego sgsiadow?

_5617_[0-9]+$ _8246_[0-9]+S _12741_[0-9]+$
_5617$ _82468 _127418

\ // -

ZO'JTEQ ﬁa_—-/‘!» ﬁmﬁg as sJ)AST




Inzynieria ruchu wychodzgcego

Jak to skonfigurowaé w praktyce?

= Zestawiasz sobie sesje BGP z mojego projektu

= (Qdbierajgc prefiksy odpowiednio modyfikujesz BGP next-hop na podstawie AS_PATH

route-map BGP-TE permit 10

description TE towards 5617
match as-path 101 AS 5617 AS 8246 AS 12741

set ip next-hop 100.64.0.2

route-map BGP-TE permit 20
description TE towards 8246

match as-path 102

set ip next-hop 169.254.0.2 100 64.0.2 169.254.0.2 195 81.100.2

route-map BGP-TE permit 10

description TE towards 5527

match as-path 103

set ip next-hop 195.81.100.2

ip as-path access-list 101 permit _5617$ ho’ @Q—EQ

ip as-path access-list 102 permit _8246%$ Q gr
ip as-path access-list 103 permit _12741$ zma M "l'Qzﬁ_g Q‘S 3
router bgp 65001

address-family ipv4 unicast
neighbor 85.232.240.179 route-map BGP-TE in

= Ruch automatycznie podgzy optymalng Sciezkg i samodzielnie sie przetgczy w razie
awarii lub zmian w globalnej tablicy BGP



Inzynieria ruchu wychodzgcego
Ale ale ale.... nie mam next-hopa, bo mam interfejs PPPoA/PPPoE/DHCP

= Definiujemy trase posrednig skierowang na lokalny, prywatny adres, wskazujac
statycznie lub dynamicznie obstugiwane interfejsy, np. tak:

255.255.255.255 100.64.0.2 name ORANGE
255.255.255.255 169.254.0.2 name TMOBILE

255,255,255, 2 195.81.1.2 name PPPOE

= Atrybut modyfikowany w BGP ustawiasz na trase posrednig a nie bezposrednio IP po

drugigj stronie (na platformach Cisco z uwagi na CEF brak wptywu na wydajnosc
routingu)

route-map BGP-TE permit 40
description TE towards 8737 (przyklad)
match as-path 104

rtr-edge#sh ip cef 13.32.1.0/24 detail
13.32.1.0/24, epoch 2, flags [rib only nolabel, rib defined all labels]

NetFlow: Origin AS 16509, Peer AS 0, Mask Bits 0
recursive via 192.0.2.103

recursive via 195.81.1.2
attached to GigabitEthernet0/0/4




Inne miejsca w ktore warto zajrzec

(i pomyslec)




Wiecej o BGP, routingu i réznych innych... 1/2

= BGP dla bezpieczenswa — prosty przewodnik po Blackholingu i FlowSpec:
https://lukasz.bromirski.net/docs/prezos/certee2017/BGP_Security_101.pdf

= Skalowanie ustug za pomoca IP Anycast:
http://lukasz.bromirski.net/docs/prezos/plnog2011/ip_anycast.pdf

= BGP w labie czes¢ #3 — feedy IPv4 i IPv6 za darmo (“operatorzy go nienawidzg!”):
https://lukasz.bromirski.net/post/bgp-w-labie-3/

= Jak zbudowana jest moja sie¢ domowa — BGP, anycast, serwery DNS, etc:
https://lukasz.bromirski.net/post/moja-siec-domowa-2/

= Blog Daniela Stockera o serwowaniu prefiksow:
https://puffy.nolink.ch/posts/fullbgp_at_home/

= NLNetLabs Routinator 3000:
https://nlnetlabs.nl/projects/rpki/routinator/



https://lukasz.bromirski.net/docs/prezos/certee2017/BGP_Security_101.pdf
http://lukasz.bromirski.net/docs/prezos/plnog2011/ip_anycast.pdf
https://lukasz.bromirski.net/post/bgp-w-labie-3/
https://lukasz.bromirski.net/post/moja-siec-domowa-2/
https://puffy.nolink.ch/posts/fullbgp_at_home/
https://nlnetlabs.nl/projects/rpki/routinator/

Wiecej o BGP, routingu i réznych innych... 2/2

= Blog i narzedzia Tomka Mikotajka
https://showroute.pl/blog/

= Blog “Inna sie¢™
https://innasiec.pl/

= Blog Piotra Wojciechowskiego:
https://blog.it-playground.eu/



https://showroute.pl/blog/
https://innasiec.pl/
https://blog.it-playground.eu/
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